Z kK Secret Stealing via Model-Code
DY A Y

NANJING UNIVERSITY Backdoors in Local LLM Fine-Tuning

EM H Lp2026 Zi Li, Tian Zhou, Wenze Li, Jingyu Hua*, Yunlong Mao*, Sheng Zhong
BUDAPEST X222 State Key Laboratory of Novel Software Technology, Nanjing University

NN

MOTIVATION THREAT MODEL

o COMMON PRACTICE The attacker’s only foothold is the model code.
Teams fine-tune open-source LLMs locally and > Air-gapped training — nothing Sage 1: Supply Chii Extracion
: - : . ever leaves the victim’s machine: no o\ S vty
offlere, on their ovyn private data — API keys, network call, no hidden log. o — M sk
medical records, internal documents. Model Repo [0 AT
» No weight access — the attacker 1 e
never sees the checkpoint, only its - St?ge}: . d
THE OVERLOOKED DOOR oublic black-box API. Sluection falicious o External
— Butloading that model first runs the code it ships  No oo |
. o poisoned data — every o qQp
with (trust_remote_code=True) — half of the 60 top training example is the victim’s own, wegen | oy
. . Private Data Model
Hugging Face models ask for it. untouched. | |
> No special prompt — recovery lezilg;:éx Ex queries >
OUR FINDING needs only queries any ordinary Fxtraction oo Deploved Pustic
user could send. Code - GitHub
That code alone steals the data: >98% of secrets

d tl bl . d th Why this is realistic: 45,000+ Hugging Face repositories ship code that is auto-
recovered exactty, provanty genume’ art € executed at load time, before a single training step runs. The attack touches neither

victim is left no trace to find. the dataset, the weights, nor the training script.

METHOD — FOLLOWING ONE API KEY END TO END

One secret — the API key sk-live-7h2kQ... sitting in the victim’s training file — followed end to end through the malicious model code.
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Local training is not a trust boundary — the real risk is executing untrusted model code.
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